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Executive summary
Although most data in the censuses, and therefore the Samples of Anonymised Records (SARs) are collected from respondents, some data have been generated. These are of two varieties: 

· Imputed data are cases or items which were borrowed from other cases to fill gaps in the data to produce a complete record.  The imputation process is designed to produce as accurate a picture of the population as possible. Imputation is relatively common. 

· Perturbed items are ones which have been altered to prevent the identification of certain respondents. Perturbation is relatively rare and affects a small number of variables. Perturbation has not been applied to the Controlled Access Microdata Samples (CAMS). 
SAR files are available in two forms.  The larger of these include markers to indicate whether whole cases or individual variables have been affected by either imputation or perturbation. The markers do not allow the distinction between perturbation and imputation in the files which contain both. Imputation arises as a consequence of missing, incomplete or problematic enumeration in the census.  

· Under-enumeration might be the result of missing households or missing individuals within enumerated households. The ONCPERIM variable indicates the wholly imputed cases in the SARs. 
· Respondents may not complete all questions, so individual items may be imputed.  These are indicated in the SARs with variables prefixed z. Each original variable has a z prefixed twin, which takes the value 0 in most cases and 1 where the item was imputed or perturbed. For example, if a particular respondent did not answer the gender question their value of zsex will be 1.  

· Other imputations arose as part of the editing process of the census. Like the missing items, these will also be marked by a value of 1 in the appropriate z prefixed variable. 

At first glance, the SARs contain more imputation than might be expected.  Many apparent imputations are the consequence of complex derived variables drawing on many original recorded items, any which might be imputed. Therefore an individual who provided full and unproblematic responses in their record may nevertheless contain an imputed variable if that variable draws on information drawn from other members of their household.  
We know that at the individual level, imputed values may be incorrect. Some variables are harder to impute than others. However, without imputation data will contain non-response bias, our recommendation therefore is to use the data with imputed values unless there is a good reason not to.  However, our expectation is that many analyses will be robust and will be affected little by the inclusion or exclusion of imputed values. 
The approach used to perturb data preserved univariate distributions, and controls were used to avoid conflicts between perturbed values and key correlates. Perturbation is rare compared to imputation, and is not expected to introduce biases. 
Introduction 

This document
Users of the Samples of Anonymised Records (SARs) will have noticed that two versions of each data set are available to download. Although both versions contain imputed and perturbed data, most users will want to use the smaller version on an as-is basis. The larger version of each data set includes separate variables that flag the imputed and perturbed cases. Some users may wish to explore features of the imputed data which the larger version allows to do. 
This document is informed by a work session at the University of Manchester on April 30th at which data producers, users and the SARs team met to explore the imputation and perturbation features of the SARs data. It describes the imputation that has been done, why it was done and what users should know about possible effects this has on the data.  We discuss imputation principally as relates to the 2001 SARs; however we expect that the 2011 Census (from which we anticipate new sample files to be generated) will also share many of the features we describe here.  
We would like to thank participants of the work session who are listed in Appendix 1 for their participation in the session.
Much of the information in this document is drawn from official sources and references are provided.  Key documents listed in Appendix 1 frame much of what is described here. 

What is perturbation and imputation?
In this document we will describe imputation and perturbation implemented on UK census microdata. 
 Imputation of census data is the process by which information is copied from enumerated individuals to individuals with missing data. We use the word imputation to indicate a solution to under-enumeration in census data. The aim of imputation, therefore, is to improve the quality of the data by removing non-response bias, thus enabling the outputs to give estimates of true population values. 

Perturbation in SARs data is the process by which some values were altered to reduce the risk of identifying individual respondents. As such it constitutes a form of statistical disclosure control (SDC).  Perturbation involves introducing intentional error into the data. 
Imputation in the SARs

Why Impute?

Imputation was a process used in the 2001 census to fill gaps in the data collected in order to produce a single dataset which completely describes all features of the entire population. Gaps in the data arise when individual records or individual items within records are missed. Completing these gaps is referred to respectively as ‘case’ or ‘One Number Census (ONC)’ imputation and ‘item’ imputation. 

The One Number Census
Although great effort is made to enumerate every individual in a census, a small proportion is always missed. There may be several causes for under-enumeration, from refusal to participate (see National Statistics 2002) to incorrect or incomplete address data bases (most notably in Manchester in Westminster, see Office for National Statistics 2004). The estimated total response rate for the 1991 census in the UK was 96% (National Statistics 2005: 2).  In the 2001 census the response rate was estimated at 94% (National Statistics 2005:6). 
In order to best deal with this under-enumeration a One Number Census (ONC) approach was used in 2001. This approach was designed to avoid problems arising from inconsistencies in census outputs based on different population counts. The ONC process integrated the enumerated data with an appropriate range of imputed cases to compensate for under-enumeration. This produces a database which completely describes the population and provides a single count of the population. The ONC output database then serves as the only source for all data output from the Census including the SARs.  
For a detailed description of the ONC please consult the document ‘A guide to the one number census’ at http://www.statistics.gov.uk/nsbase/census2001/pdfs/oncguide.pdf  
The ONC method
The ONC method is based on the principle of dual-system estimation, in which a second independent study is used to assess the coverage of the first. The census coverage survey

(CCS) was conducted independently some weeks after census day (Pereira 2002). The CCS was a postcode based sample and was executed by a team that went from door to door in predetermined areas. A total of 300,000 household were included in the CCS. The sample size of the CCS results from a trade off between a sufficiently large sample to allow accurate estimates of the population and the costs of a larger CCS.        

There are four outcomes if both the census and CCSR attempt to enumerate households and individuals in a population. The respondents may be: 
(a) counted in the census but missed in the CCS 

(b) vice versa, counted in the CCS but missed in the Census 

(c) counted in both the census and the CCS 


(d) missed in both the census and the CCS

The number of households/individuals included in the CCS, but not included in the census, relative to the total number of households/individuals in the CCS provides an estimate of the proportion missed in the Census. These proportions, corrected for household/individual characteristics form the basis for coverage weights. These coverage weights are used to calculate the number of households/individuals to impute (For a more thorough description see Steele et al. 2002). 
Two simplifying assumptions may not be met in reality, despite efforts to achieve them. 

· That the census and CCS are independent (National Statistics 2005) adjustments were made to allow for dependence between the two (see Abbot et. al. undated).
· That no one is missed by both the CCS and Census (i.e. no individual is in group 4 listed above, Steele 2002). 

Under-enumeration: who was imputed? 
Non-respondents were not evenly distributed within the population.  For instance, there is a geographical effect in that more people are missed in inner cities than in rural areas. Under-enumeration is highest in London (see Figure 1) where one local authority, Kensington and Chelsea had a response rate estimated at 64% (National Statistics 2005, Annex A). 

[image: image1.emf]Figure 1: Response rate for the 2001 census by local authority for England and Wales (from Abbott 2007). 
Response rates also varied by age and sex (see figure 2 below) and a range of other personal and household characteristics, such as multi-occupancy or language difficulties. 
Figure 2: Under-enumeration by sex and age group in the 2001 Census (from Abbott 2007)
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What is the impact of ONC imputation? 

We know that the ONC procedure resulted in population estimates that required further adjustment.  Overall the population estimates were increased upwards by approximately 5% in England and Wales, however these adjustments are not reflected in census outputs (Office for National Statistics 2005).  As these adjustments focused on men aged 25-34 and individuals in hard to count inner city areas, it is likely that the SARs will somewhat underestimate these groups even after imputation. While it is possible that biases were introduced by the ONC, the process was designed to remove non-response bias, which will definitely affect the data if the imputed cases are removed. As the process borrowed entire records from enumerated individuals the relationship between the characteristics of imputed individuals should be realistic. Household relationships may however have been affected where an individual was imputed into an enumerated household.  

Item imputation 

While the ONC process was used to adjust for non-respondent individuals or households the Edit and Donor Imputation System (EDIS) dealt with gaps in respondent records for particular questions. Because most census outputs take the form of tabular counts, it is not possible for most users of the census to adjust for non-response to individual questions. In order to fix item non-response a process of edit and imputation was put in place. The process sough to adhere to the following principles:

· All changes that were made would improve the quality of the data

· The number of changes to inconsistent data would be kept to a minimum

· As far as possible missing data would be imputed for all variables, so as to provide a complete and consistent database

· The system had to be relatively easy to develop and capable of processing large amounts of data automatically within short timescales (Office for National Statistics undated).
Items were missing for an enumerated person where the question was not answered, or the data failed an edit check during the data cleaning process (e.g. a person who is younger than her children). In the latter situation the minimum number of variables was set to missing to enable a consistent record to be produced. 
In both cases item imputation used a donor system, whereby a donor household in contiguous local authority areas was sought on the basis of five matching variables. This donor household then acted as the source for all values missing in the recipient household (ibid). This matching was done in a probabilistic way in order to ensure some randomness in the procedure and to ensure a spread of donors.  
What is the impact of item imputation? 
In nearly all cases, a value of 1 in a z-prefixed variable indicates that an item has been imputed using the EDIS procedure described above. So for example, a value of 1 for zsex will usually imply that the value of sex was imputed for that respondent, most variables have a noticeable, but low level of imputation.  

Variables in the SARs are of two types;

· Raw variables were collected directly from a question in the census form

· Derived variables are calculated afterwards using information from more than one question. Many are drawn from records from other household members as well.

As derived variables draw on multiple questions, it is unsurprisingly the case that these tend to have the highest levels of imputation. Household derived variables such as household housing indicator and household reference person’s social grade are particularly likely to be flagged as imputed as they may draw on a response from other household members’ records. Although these variables are useful, they do increase the chances that any individual will have at least one imputed value in their record. In fact, 41.5% of individual records in the 2001 Individual SAR have at least one item imputed.  
Fig 3 below shows graphically the imputation rates for variables in the Individual SAR. Each bar represents a variable; variables have been sorted by the percentage of imputed items from the variable Household Housing Indicator (hhsgind) with extensive imputation through to variables such as country of usual residence with no imputation. Derived and raw variables are distinguished by the colour of the bar; we note that most of the variables with high rates of imputation are derived variables.

Even high rates of imputation might be considered of little interest if we could be certain that the imputed values are ‘right’.  However, it is clear that some variables are harder to impute than others. In particular, it is hard to impute when a donor is drawn from a highly heterogeneous area or when the item is otherwise difficult to predict on the basis of the matching variables. 
Figure 3: The level of imputation by variable and variable type in the 2001 Individual SARs. 
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For instance, ethnic minority groups often live in more ethnically diverse areas. Thus when ethnicity is an imputed variable and the donor individual lives in the same Local Authority (LA) area, then the imputed individual is more likely to be attributed with the wrong ethnicity compared to individuals from less diverse LAs. Simpson and Akinwale (2007) used the ONS Longitudinal Study to demonstrate that of those who had an imputed value in 2001 the majority were allocated to a different group than that recorded in 1991. 
Table 1 shows some example results of the impact of imputation. In each cell the percentage in a particular group is given. The group is defined by a grouping category, which may or may not be imputed. The percentage in the dependent group is given separately for: those whose grouping category was enumerated, imputed and either reported or imputed. For example, the top cell can be interpreted as meaning that 15.7 of females (whose sex variable was not imputed) were part-time employees.  

In most instances there is a highly significant difference between the value given for the recorded and imputed groups. The sole exception was that of economic activity for cases classified as Black Caribbean. However, we cannot assume that differences are symptomatic of error: we would expect there to be differences between enumerated and imputed cases as imputation is conducted to avoid bias (as well as to give a complete database from which to draw tables).  
Table 1: Bivariate characteristics of Individuals by enumerated and imputed variables in the 2001 Individual SAR 
	grouping category
	Dependent category

	imputed value
	enumerated/
imputed
	ECONACT

% part-time employee 
	AGE0

% under 16
	HRSOCGRD

% HRP’s social grade A/B

	sex = female
	enumerated
	15.7
	19.1
	20.9

	
	imputed
	13.8
	20.8
	18.8

	
	all
	15.6
	19.1
	20.9

	ethnicity = black Caribbean
	enumerated
	8.6
	19.8
	17.6

	
	imputed
	8.1
	29.9
	13.3

	
	all
	8.6
	20.2
	17.4

	no. of residents > 2 
	enumerated
	11.5
	32.1
	24.2

	
	imputed
	10.2
	37.2
	18.1

	
	all
	11.5
	32.2
	24.1

	all groups
	9.8
	20.2
	21.9


Notes: based on UK resident population including ONC imputed cases

Importantly however, because imputed cases constitute only a relatively small proportion of the overall sample, the difference between the enumerated only and overall percentages are very small. This is important because we are not typically interested in the features of the imputed individuals as a stand-alone group. Rather, we are interested in whether their inclusion improves or diminishes the quality of the data. We might conclude that many results are robust. 
What should users do?
Users of the SARs may have a greater concern with the internal coherence of records than many typical users of tabular data, for which the imputation system was primarily designed, as their work often involves novel or multivariate analyses. However, with cross-sectional data, users will be interested in whether the joint distribution of variables is, on average, correct. Individual inconsistencies over time are not generally problematic in cross-sectional research.  

So should users use the imputed values? We know that without appropriately adjusting for non-response, bias will be introduced. On balance, it is recommended that in most circumstances users should use the data with imputation in place as imputation is the best developed response to a known problem of non-response bias. 
Users who want to explore the impact of including imputed data in their analyses are able to remove imputed values and/or cases using the larger ‘…–impflag-…’ version of the data. Cases which have been wholly imputed using the ONC process will be flagged appropriately in the ONCPERIM variable. Cases for which the particular variable is imputed will have a value of 1 in the corresponding z-prefixed variable. By excluding imputed values a researcher will be able to compare results with and without imputation. 
Perturbation

The identity of respondents in the SARs is protected by the small sampling fraction (1 to 5% of the total Census) and restrictions on the detail in the files. For this reason, variables may contain grouped categories (e.g. age is grouped in all licenced files). However, protecting the identity of unusual and therefore ‘risky’ cases, e.g. 16 year old widows, is harder. The risk is greatest where the case is unique in the population. In these cases, further recoding of sensitive variables causes a small decrease in disclosure risk at the cost of high loss of information in the data. Perturbation is another solution to diminishing the risk of identification; it involves altering a characteristic. An approach called Post Randomisation Method (PRAM) was used in the licenced 2001 SARs. Fuller information about the implementation of PRAM on the 2001 Individual SAR is available in Gross et. al. (2004) upon which the the following account heavily draws. 

What was done? 
Perturbation was only applied to records that were likely to lead to disclosure, i.e. the probability of re-identifying an individual based on the output data has to be minimal. The damage to the data through the process of perturbation has to result in minimal change to statistical properties and univariate distributions. To this end, a number of records within a risky group are altered in accordance with probabilistic rules which are least likely to result in a change to an adjacent category. Univariate distributions are preserved, and controls are applied to ensure that key bivariate relationships are also respected (e.g. the relationship between age and marital status)
Only cases which pose an unacceptable risk of identification are considered for perturbation. The Special Uniques Detection Algorithm (SUDA) grades and orders records within a SARs file according to the level of risk they pose for disclosure. The decision which records to PRAM is based on the SUDA score of each record. Only records above a certain SUDA score threshhold was subject to the PRAM method. 
For the 2001 individual SAR the threshold was set to PRAM at least 70% of cases that were unique in the population. A transformation matrix is designed to determine the likelihood of particular changes. The matrix is fixed so that the most likely change is towards an adjacent category. This is followed by no change and then by a gradually decreasing chance of transitions towards more distant categories. A hypothetical transition matrix is provided in figure 4.
Fig 4 shows a situation in which a variable, such as age group, has 6 categories. The first choice for a transition (indicated with a 1 in the matrix) is towards the nearest age class. The second choice is no change and the following choices to an increasingly more distant age class. In order to maintain multivariate distributions, PRAMming is conducted in a stratified manner. This means that the range of potential PRAM values for a record is determined by values of a second variable. For example age for an individual who is married can only be PRAMmed towards an age over 16. Thus if the original category is 17-23, then in a stratified PRAM procedure with married as the marital status, the transition can only go up in age category.
Figure 4: A hypothetical transition matrix for a Post Randomisation Method (PRAM) procedure.
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Letters indicate the category for a certain variable. Numbers indicate the likelihood of transition; the higher the score, the lower the likelihood for that transition. Thus A is most likely to see a transition towards B, then to remain unchanged, and then to see a transition to C etc. Figure included with permission from K. Spicer (ONS) presentation at Imputation and Presentation Workshop, University of Manchester, April 2009.
Fifteen variables were subjected to PRAMming in England and Wales with thirteen in Northern Ireland and ten in Scotland.  A list of these is given in Gross et. al. (2004) along with transition preferences, control variables and number of cases changed. 
The extent of perturbation
The number of cases PRAMmed in each census office area by variable is given in table 1 of Gross et al (2004). However, the relative effect of PRAMming as compared with the overall sample size and level of item imputation is shown in figure 5.  Figure 5 draws on univariate frequencies from the 2001 Individual Controlled Access Microdata Sample (which was not subject to perturbation) and that of the Licenced Individual SAR 2001 (which was).  Out of the 70 comparable variables between the two samples, only 12 variables show a detectable difference. Figure 5 shows the amount of perturbation and imputation in these 12 variables. Only one variable shows an impact of variation above one percentage point in the SARs, namely Social Grade of the household reference person (zhrsocgr). 
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Figure 5: The relative amount of perturbation and imputation in the 12 variables that show perturbation in the 2001 Individual SARs. Note that the x-axis starts at 80%.
Nevertheless over perturbation may lead to inconsistent data. An example of this would be when a mother in a household is found to be younger than her child as a result of PRAMming. This brings about another problem and that is that when correcting inconsistencies one wants to do this under a minimum change paradigm. Assume we have the following record of an individual who is 9 years old, married and has a spouse. The minimal change paradigm suggests that the age needs to be corrected and not the marital status or relation, since if the age is corrected the other two are no longer inconsistent. Although there are several automated techniques for SDC, consistency may need to be checked by clerical methods.  
Although a relatively large number of cases show results of imputation and/or perturbation it is important to take note of the fact that raw data is not necessarily to be preferred. This depends entirely on the type of question that the researcher wants to ask. Especially with respect to imputation it appears that the most affected variables are the derived ones, while the level of perturbation is very low indeed even for the most affected variables.    
It is clear that perturbation is uncommon, and considerably less so than imputation.  As perturbed cases cannot be identified it is impossible to explore the difference between perturbed and imputed cases, however their relative infrequency will naturally limit its impact.  Gross et al (2004) addressed three areas of data quality. They conclude that the univariate frequencies were preserved, and that control variables also worked well. Some loss of information was found in relationships between PRAMmed and unaffected variables. For example they found that in a three way table of industry, sex and ethnic group with 181 cells, 31 cells were more affected by PRAM than sampling error, this was more common in cells with small counts. 
Perturbation and imputation by census year
1991 census

As in 2001 the SARs were subject to grouping together categories. Only 10% of the records were fully coded and these records used to create the SARs and tables involving hard to code variables. The fully coded 10% did not contain imputed cases; accordingly weights were computed to adjust for the consequent non-response bias in the SARs.  Values for items missing were imputed using a hot deck system (for more information see the 1991 SARs General information at http://www.ccsr.ac.uk/sars/1991/1991/index.html). 
Tables which were created for only the fully coded 10% provided some protection from disclosure as there was only a one in ten chance of inclusion. Additionally tables were subject to small cell adjustment, however as 2 or -2 was added to cells after the tables had been produced, tables could be non-additive and inconsistent.  
2001 Census    

In 2001, more attention was paid to confidentiality in a context in which outputs were more readily available.  For the 2001 census all records were 100% coded as a source for output. The tables were subjected to a pre-tabular method of record swapping and small cell adjustment. The data for Scotland did not undergo small cell adjustment. 
SARs data was protected by extensive collapsing and recoding of variables. Because the SARs were drawn from the 100% data which included imputed cases, these are now present in the data. Additionally, the confidentiality of unusual cases in downloadable data was protected by altering a key value.  
2011 Census 
The expectation is that all records from the 2011 census will be coded. The level of recoding and perturbation in microdata necessary for 2011 Census depends on the SDC strategy for tabular outputs. Initial work suggests a preference for pre tabular SDC methods. ONS has expressed the intention to take microdata release into consideration when deciding on the SDC strategy.
It is anticipated that over-coverage is a greater risk for the 2011 Census than in previous censuses. This is due to the fact that post-in post-out as well as online census forms are intended to be used. In addition, more couples live separate and therefore children are more likely to be counted twice. Plans for detecting over-coverage include better questions on second addresses, large scale record linkage and to isolate and delete duplicates in the census.

Conclusions
No census obtains complete coverage; accordingly it is always necessary to respond to shortfalls in data quality. Imputation corrects for detected gaps in the data to provide a complete enumeration of the UK population. Therefore it constitutes a solution to non-response bias. It is recommended that researchers use the data including imputed cases and items to avoid bias. Users who wish to explore the effect of imputation/perturbation on the data are nevertheless able to do so as flags are available. 
Perturbation is a form of disclosure control, which allows census offices to maintain their confidentiality promise to respondents, while enabling the data to be used. Because the data are altered to a ‘wrong’ value this does introduce error into the data. We have seen that this error can only result in small overall changes as perturbation is uncommon. The method used to perturb the data, known as PRAMming, ensures that changes to univariate frequencies are unlikely.      
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