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Background

At the second workshop in May 2000, we reported on the quality of the All Fields Postcode Directory (AFPD). Our focus was its use in constructing look up tables between pairs of geographies. In summary, we recommended that ESRC pursue improvements to the AFPD, since despite variable completeness and quality, it provides tools of data conversion of great potential to census analysts in the academic sector and beyond.

Dissemination

Since that time, we have discussed our work with other users of the AFPD, and with ONS staff preparing the government’s Neighbourhood Statistics Service, who are seeking similar geographical tools. With the Programme Director, we are negotiating with ONS to make the project’s Internet tools available outside the academic sector.

Progress

During the summer, the project’s Internet site has been developed to provide a tool for data conversion. It is a pilot site as yet, in that the formatting of the site and the files it produces are undergoing a thorough review. Once robust, the intention is to transfer the site to MIMAS, and this is also the subject of active negotiation.

Content of this report

The main part of this report consists of the draft description of the data conversion tools available, with details of the methodology by which they have been constructed. Readers are welcome to use the website in its current form, using these notes as a guide. Comments to improve the clarity of the documentation, or indeed to suggest amendments to the methodology, would be very welcome.

Remaining work

The remaining months of the project will be spent in making the routines robust, and in quantifying the relative approximations involved in:

· proportional allocation versus whole allocation of postcode units to each geography.

· GIS derivation of lookup tables versus AFPD derivation (analyses are nearing completion for five separate local authority areas).
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The Updated Area Master Files project, 1999-2001, has used the ONS UK-wide All-Fields Postcode Directory (AFPD) and associated files to create

look up tables, and 

a routine to convert data.

The routine converts a user’s data from its original geography to any one of the 25 administrative, electoral, census and postal geographies held on the AFPD. The AFPD itself is also available to MIMAS users.

DATA CONVERSION

A user holding data records with a field referring to one of the following source geographies (with example values: see the specification of the AFPD SPSS file for the precise format of each field):

Postcode 99 (BD1 5DT) – current residential postcodes only

Postcode 99 ALL (BD1 5DT) – includes business and terminated postcodes 

Census ED/OA 91 (EGFA01)

Census wardlevel 91 (EGFA)

Ward 98 (JAMA)

may convert it to any of the following target geographies:

Census ED/OA 91 (EGFA01)

Census wardlevel 91 (EGFA)

Census District 91 (EG)

Country 98 (044)

County 98 (47)

European electoral region 98 (01)

Gov. office for the region 98 (A)

Health Authority 98 (QAA)

Local Authority district 98 (JA)

Local Education Authority 98 (201)

NHS regional office 99

NUTS-1 98 (UK4)

NUTS-2 98 (UK41)

NUTS-3 98 (UK411)

NUTS-4 98 (UK41100)

NUTS-5 98 (UK41100001)

Parliamentary constituency 97 (001)

Postal district 99 (BD1)

Postal sector 99 (BD1 5)

Postcode99 (BD1 5DT)

Primary Care Group 99 (4AA01)

Standard Statistical Region 98 (1)

Training Enterprise Council/LEC 99 (001)

Travel To Work Area 98 (001)

Ward 98 (JAMA).

When the source data is for postcodes, the user may choose to restrict the look-up table to current residential postcodes, but more usually will use all past and present postcodes.

User’s input data file

The file must be an Ascii text file with values separated by commas (.csv format). It may have any number of records, but each record must have the same number of fields. No header record should be present, nor any other extra information.

The source geography field. This must be the first field. Do not include quote marks or commas. The format should be same as used for the source geography on the AFPD (see examples on the list above, and the SPSS format file specification for the AFPD). The format for postcodes is more relaxed, as the routine performs some standardisation (see below).

The data field(s). Each value must contain only numbers. and optionally a decimal point. Null values are taken to be zero. Currently only integers are allowed but decimals will be allowed later. There must be at least one data field.

Example 1. The source geography is ‘Census ED/OA 91’, the data are the number of lone parent families and the number of all families in each ED, taken from the 1991 Census. The user’s input data file will look like this:

EGFA01,12,89

EGFA02,8,78

EGFA03,9,56

EGFA04,13,106

EGFA05,14,67

EGFA56,20,80
Example 2. The source geography is ‘Postcode 99 ALL’, the data from a household survey are the household income, the number of people in a household, and the number of wage earners in the household. There may be records referring to different households within the same postcode. The user’s input data file will look like this:

BD5 1DT,16420,1,1

BD18 2PT,5120,3,0

BD18 2PT,8250,6,0

LS29 6LQ,25000,5,2

LS29 6L0,10000,1,1

Output

After processing, the screen will display counts of records processed, matched fully, unmatched, and for postcodes those matched partially and imputed). A log file is provided that may be downloaded, listing the records that were not fully matched. The user may wish to make amendments to the input file as a result of viewing the log file, and resubmit the query. When satisfied with the processing, the user may download an output file containing the converted data. 

(a) the log file. 

Example 1: Census ED/OA 91 converted to Ward 98. (DOM means Degree of Match). EGFA56 is not the code of a 1991 census area and is not matched.

SRC UNIT
DOM

========
===

EGFA56              
0

Summary:

Match 0 unable to use: 20,80

Match 1 matched: 56,396

Example 2: Postcode 99 converted to Primary Care Group 99. The number ‘0’ in LS29 6L0 is invalid, and an alternative is imputed within the same sector. 

Postcode
DOM
Imputed Postcode

========
===
================

LS29 6L0  
2
LS296HZ

Summary:

Match 1 matched: 54790,15,3

Match 2 post unit imputed within valid sector: 10000,1,1

Where the source is geography is postcode, the log file also contains details of postcodes that were partially matched (and thus imputed and converted as described below), so that the user can check and amend the input file if they wish.

(b) the output data file. 

Example 1: Ward 98 data output records

12UEGL,2,13

JAMA,54,383

Example 2: Primary Care Group data output records

4LL24,16420,1,1

4NA70,35000,6,3

4NE95,13370,9,0
The output data file contains the results of converting all the user’s input data records except those which could not be matched at all. The format is exactly as specified above for the input data file, where here the first field contains a unit of the output geography rather than the source geography. The user’s data for a source unit that overlaps more than one target unit is shared between them, thus it is possible that the output file is larger than the input file.

Calculations in the data conversion routine

The routine uses the national lookup table indicated by the user’s choice of source and target geographies – see below for the derivation of the lookup tables. Each data value from the user’s data input file is allocated to the target geography units with the weights indicated on the look-up table.

Records that cannot be allocated because the input source unit is not found on the lookup table are reported in the log file. When the source is postcode, further validation results in allocation of postcodes that are partially matched, by substituting them with nearby postcodes that can be fully matched in order to reduce data loss, also described below.

The programming logic is as follows. In all cases the matching is not sensitive to lower/upper case characters.

· When the source geography is not postcode (for postcodes, see below)

1. Open the input data file and the relevant national lookup table. For each input record do steps 2 and 3.

2. Match source unit to the lookup table:

· If the source code is found on the lookup table

Set Degree of Match=1

Convert: For each record on the lookup table with this source code:

Multiply each input data value by weight from the lookup table.

Create an output data record that has target code indicated by the lookup table.

· Else

Set degree of match =0

Write the source code to the log file.

· End if

3. Add the input data values to the appropriate line (0 or 1) in the log file’s summary array, according to the degree of match.

4. After processing all records, write the summary array to the log file.

5. Sum the data values for records with the same target unit.

6. Close all files, display the counts of records processed on screen, and offer to download the log file and the output file.

· When the source is postcode (‘postcode 99’ or ‘postcode 99 ALL’):

1. Open the input data file and the relevant national lookup table. For each input record do steps 2, 3, 4.

2. Standardise the postcode to AFPD format (see below, ‘standard format’).

3. Match source unit to the lookup table:

· If the source postcode is found on the lookup table with a non-null target.

Set Degree of Match=1

Convert: For each record on the lookup table with this source postcode:

Multiply each input data value by weight from the lookup table.

Create an output data record that has target code indicated by the lookup table.

· Else if the source postcode is found on the lookup table with null target.

Set degree of match =4.

Impute a fully matching postcode within the same postal sector (see below, ‘imputation’).

Write the source postcode to the log file together with the imputed postcode.

Convert using the imputed postcode: (as above).

· Else if the source postal sector is found on the lookup table.

Set degree of match=2.

Impute, write, and convert, as with degree of match=4.

· Else if the source postal district is found on the lookup table.

Set degree of match=3.

Impute a fully matching postcode within the same postal district (see below).

Write and convert as with degree of match=4.

· Else.

Set degree of match=0.

Write the unmatched postcode to the log file.

· End if

4. Add the input data values to the appropriate line (0, 1, 2, 3 or 4) in the log file’s summary array, according to the degree of match.

5. After processing all records, write the summary array to the log file.

6. Sum the data values for records with the same target unit.

7. Close all files, display the counts of records processed on screen, and offer to download the log file and the output file.

Postcode: standard format

The user’s postcode is standardised to the AFPD format as follows:

· Remove blanks from the postcode.

· Remove a zero in the second position. Remove a zero in the third position if the second position is a letter.

· If the length of the postcode is now less than 5, do nothing more.

· Otherwise, take the last three characters as the ‘Inward portion’ and the other characters the ‘Outward portion’.

· Space fill between Outward and Inward portions as necessary to create a 7-character string. 

Thus common formats of the postcode will be transformed into the 7-character AFPD format, for example as follows (( is here used to indicate a space):

WC1H(0AL becomes WC1H0AL

B1(6AB becomes B1((6AB

BD01(5DT becomes BD1(5DT

ls29(6lq becomes LS296LQ

Note that if a user’s postcode is incomplete, the result may be unexpected:

LS29(6A becomes LS2(96A
LS29(6 becomes LS((296

These may be avoided in enhancements to the routine at a later date.

Postcodes: imputation

If a postcode is partially matched, then a substitute is found within the same postal sector (if this exists) or the same postal district (if this exists).  The procedure enables data to be converted with likelihood that the conversion is correct, rather than lose the data for these postcodes altogether. This likelihood of a correct allocation is highest for large target geographical as they are more likely to contain the whole postal sector or postal District in which the partially matched postcode lay.

The log file contains a list of all postcodes that have been imputed. If the user wishes to avoid imputation they can run the data conversion again with these records removed from the input data file.

The imputed postcode is chosen from valid postcodes, randomly with probability proportional to the number of residential addresses in each postcode.

The programming logic is as follows:

Imputation within postal sector: if the user’s full postcode was not found on the lookup table, but the postal sector was found on the postcode99to<target> lookup table. These lookup tables contain only residential postcodes (field resaddrs > 0).

1. List all postcodes with that postal sector from the postcode99to<target> lookup table. 

2. Compute for each postcode, c = the cumulative number of residential addresses up to but not including the current postcode.

3. Compute A = sum of residential addresses across all these postcodes.

4. Choose a random number r with uniform probability between 0 and A.

5. Select the postcode for which c is greatest but less than r.

Imputation within postal district: if the user’s full postcode was not found on the lookup table, but the postal district was found on the postcode99to<target> lookup table (and not the postal sector).

Steps 1-5 as for postal sector, but including all postcodes within that postal district from the postcode99to<target> lookup table.

LOOK UP TABLES

The project web site allows the user to create their own lookup table for a single local authority area (any District in the UK or an English Shire County). The derivation of these lookup tables is documented below. National (UK-wide) look-up tables created using the same procedure have been used in the data conversion routine described above. 

Four of the national look up tables are available to MIMAS users. Each of these is named <source geography>to<target geography> and is held in comma delimited Ascii text (.csv) format and in SPSS system (.sav) format. 

The lookup tables currently available to MIMAS users are held in directory ****** with the following names:

ed91toward98.csv
ed91toward98.sav

ed91topostcode99.csv
ed91topostcode99.sav

postcode99toward98.csv
postcode99toward98.sav

postcode99toed91.csv
postcode99toed91.sav

Each lookup table has the following six fields:

FIELD
DESCRIPTION

Source 
The code for a single unit of the source geography. For example “EGFA01” if the source geography was ed91

Target
The code for a single unit of the target geography. For example “JAMA” if the target geography was ward98.

resaddrs
The number of residential addresses in the intersection of source and target geography units.

weight
The value of resaddrs, as a proportion (to 4 decimal places) of all residential addresses in the source unit.

edimp
Of the residential addresses in the intersection, the number with poor quality (imputed) code for 1991 Census ED (Outside England and Wales the value of edimp is always 0 as the information is not available)

wdimp
Of the residential addresses in the intersection, the number with poor quality (imputed) code for 1998 ward.

Further developments of these lookup tables.

· The fields edimp and wdimp have been used for quality assurance purposes and may be removed at a later date from these lookup tables. 

· Further national lookup tables may become available on MIMAS at a later date. 

· Lookup tables involving the 1991 census ED units may be improved at a later date. As derived from the AFPD, they involve the assumption that each postcode is allocated wholly to a single unit of each other geography. ONS procedures allow a postcode to be allocated to a different census ward from the current ward even when ward boundaries have not changed. In the future, two existing lookup tables derived from sources other than the AFPD can be translated into the above format for use in the data conversion routine:

(a) the ONS postcodetoED91 directories that maintain proportionate allocation.

(b) an ED91to ward98 prepared at Oxford University using address points. 

Derivation of look-up tables

These notes apply to the national lookup tables used in the data conversion routine, the national lookup tables available to MIMAS users as described above, and the lookup tables for one local authority created on the project website (which involve one extra restriction described below in step 2 of the ‘programming logic’.

The lookup tables are derived from the cleaned AFPD file, which contains for each past and present postcode in the UK, a variety of indicators including the count of residential addresses in the postcode, and the administrative, electoral, and 1991 Census units in which that postcode mainly lies.

A lookup table is defined for a source geography and a target geography. Each record on the lookup table contains the codes for one source area and one target area. The fields resaddrs and weight contain respectively the number and the proportion of residential addresses in the source area, which lie in the target area.

With one exception outlined below for postcode lookup tables, the field resaddrs is derived by summing the count of residential addresses in all postcodes lying both in the source area and in the target area (ie, in their overlap). The field weight is derived by dividing resaddrs by the sum of residential address in all postcodes lying in the source area. Weight always has a value more than 0 and less than or equal to 1, and is held with four decimal places. The values of weight will add to 1 (subject to rounding errors) across the lookup table records that refer to the same source geography code, because each source unit must be allocated entirely to one or more target units.

The programming logic is as follows:

1. Open the cleaned version of the All Fields Postcode Directory

2. Select all records which satisfy all the following conditions:

· Are current postcodes (date of termination, field dot from the AFPD is null).

· Are not large users (pcut=0).

· Are not PO Boxes or non-geographic postcodes (pobox=0 or null).

· Contain at least 1 residential address, according to the latest Royal Mail Postal Address File (addresscount>0).

· For the website only: Have been allocated local authority code equal to that selected on the web site (ladua or county = selection)

3. Group the records selected at step 2., by source geography code. For each code compute A= the sum of the residential address count (addresscount).

4. Group the records selected at step 2., by source and target geography code. For each combination of codes, compute the sum of residential address count (addresscount) with the following restrictions:

B= no restriction.

C= postcodes where the AFPD allocation of 1991 Census ED was by imputation (edimp=1 or 2).

D= postcodes where the AFPD allocation of current ward was imputed (ewdstat=1, 2, 4 or null).

5. The lookup table is output containing a record for each combination of source and target geography code identified at step 4., with fields as follows

· source=code as on AFPD

· target=code as on AFPD

· resaddrs=B

· weight=B/A

· edimp=C

· wdimp=D

Exception in derivation of look up tables – ‘Postcode 99 ALL’

Where the source geography is ‘Postcode 99 ALL’, the data conversion routine checks the user’s file against all postcodes including non-residential and terminated postcodes. The derivation of the national files is much simpler:

· All postcode records are used: the selection of records at step 2. is omitted.

· The weight is set to 1.0000 for all records.

· The fields resaddrs, edimp and wdimp are not present.
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