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Summary

This paper introduces to an academic audience the potential value of people’s names as surrogates for their ethnicity, language and culture.  The concept of a name providing a sufficiently accurate basis for inferring a person’s ancestral origins is a logical development of a series of developments which, over recent decades, has seen the name and address field held within commercial and administrative databases increasingly used as a basis for demographic classification.
In North America and in most of Western Europe it is now common practice among government agencies and commercial organizations to use zipcodes and postcodes to identify behavioural differences between different types of residential neighbourhood.  The cross tabulation of behaviours by type of residential neighbourhood provides insights to the social contexts which contribute to higher or lower levels of consumption, whether or public or private services, of communications channels and use of media and of customer satisfaction.  These insights may often lead to the postcode becoming used as a basis for targeting outbound communications, differentiating response to inbound enquiries, deploying specific channels and planning the location, size and characteristics of local services.

Exactly the same sorts of insight, it is argued, can be driven from reference files which relate names to people’s origins.  Using inventories of names of adults from various countries in Europe, North America, South and East Asia, it is now possible to deploy predictive modeling techniques which can identify with a reasonable level of accuracy the cultural group from which any person is most likely to be descended.  By appending these classificatory codes to the name field of administrative databases, it becomes possible to achieve detailed understandings of the behavioural differences between minorities of a sort which previously were impossible to establish.

Where national inventories of names can be linked to geographical identifiers, these classifications can be used to create detailed information on the location of residences of these groups.  This can extend from simple geographical mapping of where different minorities currently live to tabulations which show the extent to which different minorities have been effective in penetrating more sought after residential neighbourhoods.  The use of Mosaic and Origins codes in combination also make it possible variations between countries in the extent to which particular minorities have been economically successful.  

The rise of the administrative data set as a source of insight

It has been argued that databases created as a result of social surveys are increasingly being overtaken by administrative data sets as a source of insight (2).  

Examples of databases which provide potentially valuable sources of information on social behaviour are those which support telephony organizations (which can provide detailed information on social networks), credit card operators (which can provide detailed information on personal movement) and loyalty cards (which can provide detailed information on taste, diet and expenditure on luxury or labour saving purchases).  The benefits provided by these databases include their very large size, which allows analysis to be undertaken at very fine levels of disaggregation, their geographical comprehensiveness, which enables statistically reliable data to be generated for quite small geographical areas, and the continuous nature of the update process, which allows change to be measured over time.

Obviously the proprietary nature of many of these databases can often be an obstacle to their access by academic researchers.  However a more serious limitation of many of these databases is the absence of detailed demographic data about the individuals about whom such a richly detailed set of transactional data is available.  That is why classification systems that can be inferred from the name and address record can often prove very useful (3).
A good illustration of the synergy between administrative datasets and classifications based on names and addresses is the coding of the Pupil Level Annual School Census (PLASC) with Experian’s postcode classification system Mosaic.  Although the PLASC data set contains a wealth of information on the performance of pupils at each key stage, and although it collects some information on the pupils themselves, almost all the pupil specific information relates to very small target groups.  For instance it is known whether a pupil takes up free school meals, which minority ethnic group if any the pupil belongs to, whether English is spoken at home and whether the pupil is from a refugee family.  Gender and month of birth are also known.  However nothing is known regarding the income, the educational qualifications or the occupation of the parents.  Thus it is very difficult to relate variations in educational performance to any of the more widely used classification systems for measuring the status of the parents.

The coding of PLASC data by the 61 residential neighbourhood classifications in the Mosaic system makes it possible for the first time to identify the extent to which pupils from backgrounds of middling status perform in relation to pupils from highly privileged backgrounds.  Using neighbourhood as a proxy for status it has been possible to identify the types of neighbourhood where pupils perform better or worse than would be expected on the basis of level of multiple deprivation and to identify the extent to which variations in the mean score achieved by different schools on key stage tests could have been predicted on the basis of the social profile of their pupil intake.

Traditionally a person’s occupation has been used as the basis for determining their social status, whether using the social grade or socio-economic status classification systems used in commercial or public sector research surveys.

Marketers have for some time argued that traditional measures of status constructed on the basis of occupation are less predictive of consumer behaviour than they used to be.  A number of reasons are adduced for this decline.  One justification is that an increasing number of households are headed by either two or no economically active persons.  Among couples where both partners are in employment it is difficult to defend the occupational status of the soc-called ‘head of household’ as an appropriate basis for classification of the entire household.  Where no adult is at work, as is the case in an increasing number of all pensioner households, it is no longer appropriate to place the household in the same classification code as the unemployed, as current practice does.  A further argument is that as occupations become increasingly arcane and their functions hidden from public view, then they can not be effective criteria for demonstrating the status of their holders, which is one of the reasons for the growing importance of clothes, cars, holidays and of course houses as an overt marker of financial and social success.  Consideration of the use of occupation in the characterization of Ibsen’s plays compared, for example, with the use of occupations in the characterization of contemporary television ‘soap operas’ clearly illustrates the decline in the relative importance of occupation as a determinant of status during the past hundred years (4).
Critics often argue that residential neighbourhood can never be as effective  classification as occupation since no street (or postcode) is entirely uniform in terms of the demographics of the households who can be found living in it.  Classification systems based on geographical aggregates, it is not unreasonably supposed, can never be as predictive as classifications based on individual or household level characteristics, even though can be useful in providing proxies in contexts where it is not possible for one reason or another to access the actual data (5).
Plausible though this argument superficially appears, it has to be recognized that it can equally well be argued that not all people who are aged 65 or more are necessarily uniform in their spending habits or voting preferences, the middle classes themselves are no longer a uniform group with uniform opinions or values.  The key issue is whether the best proxy for status is achieved by grouping different people together on the basis of age, occupation, qualifications or housing.  The argument for classifying people by the attributes of the residential neighbourhood is that the majority of people are today free to choose within reason where it is they wish to live and that this decision is highly influenced by the desire to live among people of shared values, opinions and behaviour.  Neighbourhoods are thus self selective in attracting people who share their norms.  And once newcomers have settled in the neighbourhood there is little doubt that peer pressure among immediate neighbours further reinforces those behaviours which are a distinctive feature of the neighbourhood.

The statistical evidence that is available does suggest that when measured across a wider range of different consumer behaviours postcode based classifications are on average somewhat more predictive of a person’s responses to survey interviews than any (other) individual or household level classification system.

Origins

To assist researchers and local authorities investigate the condition of immigrants of South Asian origin two research databases have been set up, Sangra and Nam Pechan, which seek to associate names from South Asia with particular ethnic, linguistic and religious minorities from the sub-continent.  The two databases were constructed using ‘expert knowledge’ rather than formal data mining techniques.
In the United States similar tables have been produced which seek to identify immigrants from Latin America and from East Asian.  Both in Britain and in the United Status an important motivation for the development of these tables was the requirement to target particular public health programmes at specific sub groups within immigrant populations.

‘Origins’ is a more recent classification of names which grew initially out of an interest in geographical variations in naming practices within Great Britain both before and after the Norman conquest (6,7,8,9). The research programme was also used to examine variations across the world in the level and destination of emigration from different parts of Great Britain (10).  Subsequently the ‘Origins’ classification has been developed in order to assist in the classification of personal and family names which originate from places outside the United Kingdom.

The  principal points of difference with its predecessors (11) are (a) that it seeks to classify all ethnic groups, not just those from a particular part of the world; (b) that it seeks to build this classification using formal data mining techniques rather than relying on expert knowledge and (c) that the classification is designed to be used internationally, in other words it does not seek to optimize its categories in relation to the requirements of a particular country, such as the USA, UK etc (12).
The classification makes use of a number of ‘universal reference files’, these being lists of all, or nearly all, adults in a number of countries.  Currently such files are held for Australia, Denmark, Germany, Ireland, Italy, Netherlands, New Zealand, Norway, Romania, Spain, Sweden, the UK and the USA.  These files various originate from telephone directories, tax files and the electoral register supplemented in the UK and US by other publicly available data sources.  The classification also makes use of very large databases of names for India and Japan.  All in all there are some 800 million people whose family names are recorded on these various databases.  For some 350 million of these people both the personal and family name are known.  For almost all of these a geographic region code is held and for over half the detailed postcode and hence the Mosaic code is known (13).
Using this database the names can be assigned using a number of methods.  One method is simply to compare the frequency of a name in different countries, thereby identifying the country where the name is most common.  By this means the name ‘Pedro’ can be shown to be particular to Spain.

Another data mining approach is to analyse the relationship between personal names and family names.  In the UK for instance over 40% of persons bearing the personal name ‘Lorcan’ are people whose family name is of Irish origin.  Given that the average proportion of British persons with an Irish family name is only 7% then it is evident that ‘Lorcan’ is a name which has a distinct Irish connotation.  This approach is particularly effective at identifying names whose origins lie beyond the countries for which we have been able to access universal reference files.

Where Mosaic codes are known then the analysis of name frequencies by Mosaic can be helfpful in identifying origins.  There are many personal names found almost exclusively in Black neighbourhoods in America that can identified in this manner.  Likewise the identification that the name ‘Zidane’ is North African could not have been reliably inferred without evidence that in the Netherlands the majority of persons bearing that name reside in characteristically Muslim neighbourhoods.

In some instance text strings are also used.  For instance any family name starting with the string ‘Mc’ is likely to be Celtic and any name ending in ‘stetter’ likely to be German.

As with the classification of residential neighbourhoods, the categories which emerge from a classification of names are not pre-determined.  Thus in Spain the results of the data mining exercise show that quite distinct naming practices occur not just in the Basque Country and Catalonia but in Galicia.  In the Netherlands the distinctiveness of Friesland from the rest of Holland is greater than the distinctiveness of the Basque Country from the rest of Spain.  Separate categories emerge for Black Caribbeans, Black Americans and Native Americans whilst in India up to twenty different geographical regions can be identified in terms of their naming practice.

When names are classified a score is given to each name according to the extent to which it is specific to the category to which it is assigned.  Thus ‘Wolfgang’ will have a higher score than ‘Peter’ because it is more peculiar to just one category, in this case Germany.

In order to operate the system on a multi-country basis some names have dual or even triple allocation.  For example it is reasonable for the name Peter to be assigned the classification ‘German’ where it occurs on a German administrative file but to be assigned the classification ‘English’ where it occurs on an English administrative file.

With scores being given both to personal and family names it is possible in situations where there is conflict between the classification code assigned to the personal name and that assigned to the family name for the eventual allocation to be determined on the basis of which of the two names had the higher score, in other words which of the two allocations are the more reliable.  Thus a person with the name ‘Wolfgang Adams’ might reasonably be adjudged to be German, even if ‘Adams’ has an English assignation since ‘Wolfgang’ is more diagnostic of a German than ‘Adams’ is of an English person.

Where a universal or near universal file exists it is therefore possible to code all its records and to summarise Origins frequencies at as low a level of geography as is coded onto the file.  In Norway, for example, where the tax file is used as the universal file, the mix of employees by Origins code can be calculated right down to postcode level.  The advantages of this approach over the use of the census are various – the information is more current than the statistics typically produced by a decennial census since the administrative records are updated at least on an annual basis.  The level of geography for which results are produced is often finer.  The categories are typically more detailed.  Finally the categorization is uniform across countries since the Origins codes are the same everywhere.

Examples of insight based on the use of Origins data

Here are some examples of insights that have arisen from the accumulation to postcode level of Origins codes for individual adults in the United Kingdom:  


1 : It is evident that the general classification ‘Indian’ conceals great diversity.  People with Gujerati names, for example, are mostly concentrated in low income older terraced housing in industrial towns in the north of England (15) whilst people with names from the state of Orissa are much more likely to live in neighbourhoods which are predominantly white and to be distributed far more evenly across the country.  Names from Orissa, for a reason we have yet to work out, are particularly common in UK military bases


2 : When deciding where in Blackburn to interview local residents for a Panorama programme on inter-racial integration, the BBC used a plot map showing individual Blackburn postcodes coloured according to the proportion of Muslim names in 2006 (21).  The BBC believed that this provided a better indication of the extent of the current Muslim community in Blackburn than equivalent data at Census Output Area from the 2001 census.


3 : Analysis of name by Mosaic type shows that the UK Armenian community is at least as highly concentrated in prestige neighbourhoods as is Britain’s Jewish community (23).  Whilst the Armenian community is far less geographically concentrated than the Jewish community, it does have heartlands in Ealing in West London and in Hendon in North London.

Software which appends the classification codes to administrative or survey records clearly provides opportunities for a clearer understanding of behavioural differences between communities as the following examples illustrate


4 : In the Princess Royal Hospital in Telford consultants suspected that in the period since the accession of Poland to the European Union there had been an increase in the incidence of Poles attending the accident and emergency department.  From analysis of names of patients of the department over the previous five years it was established that the percentage with Polish names had doubled during the twelve months subsequent to accession (19).  When the records with Polish names were subsequently investigated in detail it was found that this increase was wholly the result of additional Poles who were not registered with a General Practitioner


5 : When Amnesty International set itself the strategic objective of reflecting the diversity of the UK population, it profiled its donor files to understand among which groups it was succeeding or failing to generate donors.  The result of the analysis showed that it did very well among continental European and Black African supporters but that its donor file had relatively few records of persons from East or South Asia.


6 : When a supermarket used its loyalty card records to profile the users of its Asian aisle, it found that though it was well patronized by persons of Hindu origin it was poorly used by Sikhs.  It did not know why this should be.

The classification system, though primarily used to examine current social trends can also provide insights into historic migration patterns and local cultural identity.


7 : When the names of current residents in the Middlesbrough area are examined, it is evident that the population groups most likely to live in best residential areas are people who, on the basis of their names, are likely to have migrated to Teesside quite recently from the South of England and Midland counties.  People of Irish descent are now only marginally less likely to live in higher income neighbourhoods than are Scots and both are only marginally lower in status than the average for all Middlesbrough residents.  The eastern parishes of Cleveland still have very high proportions of people of Cornish origin, many redundant tin-miners who migrated to work in the local haematite mines.  These people have not migrated from their mining settlements to elsewhere in Cleveland.  Likewise very few descendants of the nineteenth century Irish immigrants have moved out to live in rural commuter villages.


8 : The area on both sides of the Humber currently has around three times the national incidence of persons with surnames ending in ‘thorpe’ or ‘by’.  The geographical distribution of the two name ending is very similar.  Yet analysis of continental names shows that 90% continental Europeans with surnames ending in ‘by’ live either in Denmark on in the west of Sweden whilst 90% of continental Europeans with surnames ending in ‘thorpe / dorf’ are resident in either Germany or the Netherlands.  These two immigrant groups evidently settled in the same geographical area but maybe at a different period of time.  The fact that individual names ending in ‘thorpe’ have many fewer members than names ending in ‘by’ suggest that place names ending in ‘by’ must have been significantly larger settlements than place names ending in ‘by’.


9 : People of Catalan origin are much less common in the United States, proportionate to their presence in Spain, than are people of Castillian origin.  The residential neighbourhoods in which they live are very much more prestigious and their geographical dispersion is much more typical of central European migrants than is the distribution of persons with Castillian names.

One of the advantages of Origins, it was argued, is that it provides a consistent uniform classification for comparing populations in different countries.  The universal files for Australia, Britain and the United State all hold against each adult the Mosaic classification in which that person lives.  Using survey information relating income levels to each Mosaic type it has been possible to append to each record a percentile value indicating the position of the Mosaic type it belongs to on a national scale from 1 to 100.  For example adults living in Mosaic type 3 in the UK,  ‘Corporate Chieftains’ , occupy the top 2% of the postcodes in terms of average income and so would achieve a score of 99.


10 : Coding all adults on the universal files it is therefore possible to identify for most countries in the world and for many sub country units within European countries, the most popular destination for emigrants.  For example persons of Pakistani origin are more common in the UK than in Australia or America, Greek Cypriots are most common in Australia and Poles in America (25).  It would be interesting to have Danny Dorling draw a world map colouring countries by their most popular destination as between these three.

`
11 : Averaging the affluence score for emigrants from each country we can now compare the average scores of emigrants from the same country of origin to different countries of destination.  For example it is evident that persons of Iranian descent live in as prestigious neighbourhoods as Jews and Armerians.  Muslims are generally much more economically successful in the US than in the UK whilst Black Caribbeans live in better off neighbourhoods in the United States than do people of Black American descent (26).  Differences of this sort are, of course, partly a reflection of immigration policy but do demonstrate that similar groups can achieve very different levels of social and economic success depending upon the country they choose to emigrate to

Discussion

Clearly much discussion could centre on the particular data mining methods used to classify the nearly a billion people whose names are held in various forms on the names database.

It is also interesting to consider the validity of a classification system that is built around similarity in respect of names.  Other classification systems group people on the basis of pigmentation, geographical origin, religion and language.  The classification of persons according the name appears to be a better reflection of people more distant culture of origin, for example in situations where populations have undertaken more than one migration.

The use of a scoring system is interesting in so far as it enables Origins both to provide a categorical classification but also to provide a measure of persons’ identification with that culture.  Comparing Golders Green and Stoke Newington for instance it is possible to show that Jewish residents in Stoke Newington are more likely to have distinctively Jewish names than Jewish residents in Golders Green, and thereby to provide evidence of the degree of assimilation of different members of the same minority community.

The use of personal and family names in combination makes it possible to examine levels of assimilation.  For example in Germany a higher proportion of persons with Turkish family names have Turkish personal names than is the case in the UK.  Does this indicate that Turks are less assimilated in Germany than they are in Britain?  Is the degree to which a community gives its members names which are distinctive of that community a good proxy for its level of cultural dissimilarity from other minorities including the host nation?

Finally one confronts the question of whether, from a purely analytical perspective, it matters that statistical patterns should be inferred about minorities without asking their members to specify exactly what minority group they belong to?  Or is this membership fluid, depending on context and circumstance, and would it be more accurate if people were not to categorise themselves into a single classification but to provide a proportional response indicating the extent to which they felt themselves to be members of a number of different groups?

